Scribe Notes for Tuesday, February 13 2007

The Beginning

· Coverage: recall – amount of pages 

· Relevance – quality

· Freshness – making sure they are up to date

· Speed – 

· Google is a “good” search engine, why??

· According to the article, “searching the www” – what is coverage? The amount of pages that the search engine has out of the entire web, so if we can imagine that the web has 100 pages, and a search engine’s coverage is 50 pages, so its score is 50/100 coverage

· Coverage – Example: if out of 100 pages (supposing it is the entire web), Duke has 20 pages, but my search engine only returns 5 of Duke’s  20 web pages (out of its 50 pages in its repository) then it is 5/20. (Venn Diagram)

· Relevance – quality of results

· Returns 5 documents, and all are relevant to the query so score of 5/5… but if only 5 were relevant out of 8 (where 3 are not relevant) then it receives a score of 5/8

· Precision- how many of the results are strictly related to query? (when is precision not “good”? when it is not relevant, ex: jaguar, less precise)

· Freshness – ex go to Google, search Microsoft, a page returned is yahoo’s page, because when it crawled yahoo’s webpage last month, there was an article on Microsoft on its main page, this version is no longer up to date, because Microsoft may not be on the main page anymore… so its not fresh! The index is not fresh… Microsoft no longer on front page, so is not still relevant! (search engines deal with this by getting the latest version of popular pages everyday, and less popular pages less often but still often enough to keep it “fresh”) 

· Speed
· So what is most important?

· Relevance (which is tied to coverage)-- if coverage is too small it cannot be relevant enough. 

· Search engines that did not do well, increased their coverage, but didn’t create a good algorithm so too much junk was produced

· Experiments

· Looking for unique documents… used a metacrawler issues the users query to many search engines (not just one) … takes the results and combines from different search engines

· Calculated all of the numbers of results that were given back, ex query “Duke”: Alta Vista returns more than Hotbot, so more coverage

· What went wrong?

· Each search engine had a different system of ranking pages, they would look at the results, but only the top results, also they disregarded the ones that took too long…

· Estimated about 320 million pages… they calculated:

· Hotbot: 34% coverage

· Alta Vista, 28% coverage

· Northern Linght 20% coverage

· Excite 14% coverage

· Infoseek 10% coverage

· Lycos 3% coverage 

· So it’s the percentage of pages covered out of the entire web (their estimate 320 million)

· What was their method?

· Combining results from multiple engines, can get 3.5 more coverage than the best one, alone will give you

· Many times, they just took the results of the 2 largest instead of all 6…. So if a single search engine had really good coverage had more weight in rankings…

· Problem… a meta-searcher will be slower (what is the extra work? comparisons… which decreases speed… 

· Example, you ask 5 experts and they all come up with their own rankings… so the result that is highest by all should be displayed first… duke.edu on top for all, then number 1… but relevance can go down, because maybe Google has a good relevance, and the others whose relevance is not so good, can bring down Google

· Freshness, just depends on the freshness of the individual search engine.. good “fresh” out-weighs the bad “not-fresh”…. So if good results higher metacrawler will return good results, if not then will return bad results… it relies on the “goodness” of a search engine

· Ex, Google is “good” than is weighted more

· It’s a game (of combining)

· Softbot

· Invented by Selberg and Etzioni at the University of Washington 

· Modular design

· Is actually downloading and processing them, but it took way too much time! A whole minute. Nice things and bad things. People do not want to wait… didn’t take off, too slow 

· Problems…. Same page may have multiple URLs…. Tried to remove duplicates… so had to download entire page, couldn’t just look at URL

· Motivation….

· Softbot addresses their problems

· All under a unified interface

· Interface easier to use… cluster documents by concept, metasearcher has to deal with these differences as well

· Parallel web interface, if it took the query and went to Alta Vista, then Google, then Yahoo, it would be too slow. Instead, parallel web interface lets the metacrawler do it all at once, and then combines the results (in the aggregation engine)… catch if one is slow, all slow…  so as they are coming back, they combine… mostly just use first top ten… then as user is looking, continue to download, so don’t wait to have all results for processing, top results return quickly anyway, so most of the time its fine… user usually wont go past top ten most of the time anyway

· Formatting and Ranking

· Each search engine is given a confidence score… by giving “good” engines more weight

· Suppose: search engine 1 (efazy), search engine 2 (aeyzk)… so need to combine the 2 results you get (aefkyz)…. Then give ranking: a4, e3, f12, k15, y8, z8 --- Lower this number is, the higher the ranking….  

· So this is easy to compute, a good quality

· There are pros and cons to all of these search engines and techniques

